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The number of Nash equilibria in a game are almost always odd. This paper
is intended to explain why that is the case to a general audience. “Almost al-
ways” (or almost never) is a mathematically precise term referring to an event
that happens with probability 1 (or 0). Two online blogposts already provide a
nice introduction [1] [2].1 We will go a bit deeper, in particular by introducing
another example of the zero-probability exception to the rule of having an odd
number of Nash equilibria and by giving a generally applicable and concise char-
acterization of when such exceptions appear. Before that we include some of the
canonical examples to explain and illustrate what’s going on. We also introduce
and discuss genericness and some additional related topics. In an appendix we
extend this. There we briefly relate to the professional literature [3] [4] [5] [6],
provide ideas relating to two possible graphical proofs for 2-player games with a
small action space, discuss degeneracy and then wrap up. With this paper the
discussed result can be used in other work and the explanation of it delegated.

In addition to odd or even, the total number of Nash equilibria can only be
infinite, which we will take to be neither odd nor even. The occurrence of a
game with an even or an infinite amount of Nash equilibria is a probability zero
event, making such games non-generic, and the complement, the set of games
with an odd number of equilibria, then occurs with a probability of 1 and is
called generic, happening almost always. We show this in what follows, starting
with three paragraphs of background on genericness.

Genericness
The concept of generic games refers to games where the existence of its relevant
features – in this paper the total number of Nash equilibria – is not a prob-
ability zero event [7] (p. 21). Then in contrast, non-generic games are games
with relevant properties that in general exist only with probability zero: almost
never. To meaningfully state such things it has to be assumed that the game
with some finite strategy space has its payoffs randomly sampled from a partic-
ular distribution. For simplicity we will consider the uniform distribution with
a finite range. Without loss of generality we constrain the range to the interval
[-5, 5]. For any one draw from the distribution, the probability of yielding one
particular payoff is then zero, while the event of drawing within a range of val-
ues has a non-zero probability that is the fraction: the length of this interval
divided by the length of the total interval of 10.

When evaluating games with the property of genericness, non-generic variants

1If you are new to game theory we advise these as an introduction to this ‘odd topic’.
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are excluded. Whether a particular variant is non-generic can be tested by
evaluating sensitivity of the relevant feature to very small perturbations to the
payoffs. Any such slight change of the relevant payoffs makes a difference only
in a non-generic game. The reason why this is the case is that the perturbation
breaks indifference. Indifference is not generic and creates instances that are
exceptions to the rule of an odd number of Nash equilibria. Just a tiny prefer-
ence instead of indifference changes this and creates a generic game.

How to create a game then that is ensured to be generic? Interestingly the
pairwise non-identicalness of the payoffs of each player is neither a necessary
nor a sufficient condition. Instead, for a 2-player bimatrix game, only non-
identicalness in player 1’s columns and player 2’s rows is required, as well
as another condition.2 This additional condition is to prevent what we’ll call
‘higher-order non-genericness’: the case of a mixed Nash equilibrium that is
weak and not strict, entailing an indifference. By considering pure strategies a
particular kind of mixed strategy or even by dropping the prefix mixed these
two requirements can be combined succinctly as: no weak non-strict Nash
equilibria. This restriction guarantees a generic game, yielding an odd number
of equilibria. It guarantees the non-occurence of indifference for all players for
any rational (i.e. optimal) strategy of their opponents. For ease of illustration we
restrict ourselves to 2-player games with up to a 3×3 action space. When con-
sidering ‘higher-order indifference’ we also look at an evolutionary game. There,
evaluation of the presence of higher-order indifference boils down to the non-
identity of three relations [7] (p. 104) that can be generalized to standard games.

Theorem and illustration

Theorem 1. The total number of Nash equilibria (NE) in a small3 game is
almost always odd, being not odd – that is even or infinite – only in degenerate
cases when indifference arises. Indifferences are avoided, and thus oddness of
equilibria is ensured, by satisfying within the reduced game (that is after repeated
elimination of strictly dominated actions): (1) non-identical payoffs for player 1
in the columns and non-identical payoffs for player 2 in the rows and (2) certain
formulas, expanded on below, preventing ‘higher-order non-genericness’.

Corollary 1. Combining (1) and (2): oddness of equilibria is ensured by not
having weak non-strict NE.

We now illustrate non-generic instances with examples: one of each particular
kind, thereby characterizing the different ways by which the number of equilib-
ria could be non-odd and the game non-generic.

2So for a zero-sum game this amounts to simply: non-identicalness in rows and columns.
Since there B=-A and the game can be represented by one payoff-matrix instead of two.

3The second to last section in the appendix “Degeneracy” includes a discussion of this
qualifier. The theorem’s second sentence and corollary are in contrast generally applicable.
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(
1, 0 1, 0
1, 0 1, 0

)

Example 1. Identical actions – IA.

The case of identical actions. No strategy or action is preferred to another in
any strategic circumstance: the actions are identical. Here every single pair of
strategies constitutes a Nash equilibrium: an infinite number of NE. No strat-
egy is better than another, from no strategy is there ever an incentive to deviate.

(
1, 1 0, 0
0, 0 0, 0

)

Example 2. Weak Domination – WD.

An instance of weak domination (defined below). A great example, very illus-
trative and featured in the blog posts [1] [2] as well as in Nash (1951) [8]. The
game has a Nash equilibrium (NE) in the top-left and bottom-right corners. In
2×2 games with 2 pure NE an interior equilibrium usually constitutes a third
NE and thereby an odd total. Since the bottom-right equilibrium is weakly
dominated, any interior pair of strategies is strictly dominated and an interior
NE is not possible. Weak domination is defined by: (1) a strategy (the “weakly
dominant” strategy) with a weakly higher payoff than that of an action (the
“weakly dominated” action), for each possible action by the opponent, and (2)
for at least one action of the opponent, the payoff of the weakly dominant strat-
egy is strictly higher than that of the weakly dominated action. As such we see
in this example that ‘Top’ weakly dominates ‘Bottom’ and ‘Left’ weakly dom-
inates ‘Right’, for player 1 and 2 respectively. In the previous example there
was no weak dominance because the second condition was not met.

Initially we suspected that these are the only two kinds of simple games wherein
the number of Nash equilibria is not odd: with the presence of weak domina-
tion or of identical actions. The next example does not have an odd number
of equilibria. Instead it has an infinite number of NE. The game does not have
weak dominance because the first condition in the definition is not met.

(
3, 3 2, 2 0, 0
0, 0 2, 2 3, 3

)

Example 3.1. Crossing Actions – CA – Weak case.

A situation like this is not generic and is thus excluded from the set of generic
games. Payoffs in each column for player 1 and in each row for player 2 need
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to be non-identical. Thus the equal payoffs for player 1 in the second column
causes the non-oddness of NE here. The example has an infinite number of NE:
((α,1-α)(0,1,0)) with 1

3 ≤ α ≤
2
3 are NE and there are two pure NE, one in the

top-left corner and one in the bottom-right corner. There are no additional NE
with α’s boundary values 1

3 and 2
3 and a strategy for player 2 other than (0,1,0).

Let us call the condition depicted in the last game a relation of crossing actions,
particularly weak crossing actions. This includes situations with multiple cross-
ings. A ‘strict’ variant, strict crossing actions, has all of its crossings not with a
particular action by the opponent, but ‘in between’ different pure actions by the
opponent. The opponents’ strategy making player 1 indifferent is then mixed
and not pure.4 In example 3.1 this can be achieved by a slight perturbation to
one of the payoffs for player 1 in the second column. It can be noted that the re-
lation of identical actions, weak dominance (that includes strict dominance) and
weak crossing actions (that includes strict crossing actions) together exhaust all
possible logical relations between two actions. The next figure illustrates this.

Figure 1. All possible relations between two actions (in red and blue). On the
y-axis are the associated payoffs per possible action of the opponent (on the
x-axis). For each action these combinations are linked by line segments. Where
domination is the case, the blue line represents the dominated action. The
frames depict from left to right: weak non-strict crossing actions, strict crossing
actions, weak non-strict dominance, strict dominance and identical actions.

The first, third and fifth frame are non-generic relations. The second and fourth
are generic. These two strict, generic relations are without the properties de-
picted in the other frames. They satisfy condition (1) of theorem 1 and conse-
quently are games with an odd number of NE if higher-order non-genericness
is not the case. The following slightly adapted game is an example that satis-
fies condition (1) of theorem 1, suggesting an odd number of NE, but violates
condition (2): higher-order non-genericness (‘h-o n-g’) is exhibited.

(
3, 3 2, 2 0, 0
0, 0 1, 1 3, 3

)

Example 3.2. Crossing Actions – CA – Strict case. Also with ‘h-o n-g’.

4Formally then weak crossing actions requires two actions where one is weakly preferred
to the other and vice versa, each for at least one action of the opponent, where for each of the
two directions the preference is as well strict for at least one action of the opponent. Strict
crossing actions requires one or the other action strictly preferred for all opponents’ actions.
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A mixed NE (( 1
2 , 12 ),( 1

2 ,0, 12 )) yields expected payoff 1.5 but so does (( 1
2 , 12 ),(0, 34 , 14 ))

and all strategies linearly in between these two constitute a NE as well,5 for
example (( 1

2 , 12 ),( 1
4 , 38 , 38 )). The result is an infinite total of NE. The two first-

mentioned NE are extreme equilibria. In each, higher-order non-genericness is
observed in Player 2’s indifference between her equilibrium strategy and the
action external to that strategy’s support, given player 1’s equilibrium strategy,
implying weak non-strict NE. The interval between the two extreme equilibria
consists of NE, each of which also has indifference and thus is weak non-strict.

Reducing games
Previously we once stressed for any rational (i.e. optimal) strategy of the oppo-
nent and for any possible action by the opponent: when talking about generic-
ness and weak dominance respectively. The first italicized requirement already
excludes strictly dominated (i.e. suboptimal) actions6 while the second require-
ment does not. Strictly dominated actions of the opponent are not relevant so
only the subset of the opponents’ actions that are not strictly dominated needs
to be considered.7 For example in the following variation on example 3.1 the
third action of player 2 is strictly dominated by her second action.

(
3, 3 2, 2 0, 0
0, 0 2, 2 3, 0

)

Example 3.3. Crossing Actions – CA – Weak case. With strict domination.

After the game is reduced by the exclusion of player 2’s third action, the logic
concerning games with weak domination, introduced with example 2, can be
applied to the reduced game. Alternatively the logic of ‘crossing actions’ can
be applied if one does not exclude the third strictly dominated action. Despite
this valid exclusion there is not yet weak dominance for player 1 in this game,
which is the full game: weak dominance only occurs within the reduced game.
The game has two NE and not an infinite amount as in the previous example.
Reducing games by excluding strictly dominated actions from consideration is a
handy as well as necessary simplification for identifying non-generic games with
non-genericness due to (1) in theorem 1. Example 3.3 also illustrates this.

That concludes the different base examples, illustrating the different prop-
erties that can cause non-oddness of equilibria. Lastly then ‘higher order in-
difference’, briefly discussed in the second last example, is further illustrated.

5Such equilibria located on the ends of an interval are called ‘extreme equilibria’. Together
with the statement that they are connected, they define an interval of Nash equilibria. Every
NE on the interval can be obtained as a convex combination of the two extreme equilibria.

6These are defined similarly as a weakly dominated action in the definition for weak dom-
ination but then with “weak” replaced by “strict” in that definition.

7This is part of the theorem but was not explicitly addressed so far.
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A digression into evolutionary game theory
As a starting point and for the richness of our account we now consider as
well an evolutionary8 game. The interpretation of players is a bit different in
evolutionary games. It is possible to conceptualize the evolutionary game as a
one player game, which can be convenient for someone coming from traditional
game theory.9 Yet from the point of view of evolutionary game theory, every
possible action is considered a player and the winning strategy the distribu-
tion of types (or players) within the equilibrated population. In evolutionary
games both strategies need to be identical in equilibrium. Similar actions on
different sides are not distinguished. In evolutionary games we refer with ‘play-
ers’ to these sides. We hope the digression broadens and deepens understanding.

0 4 0
4 0 4
1 3 2


Example 4. An evolutionary game. With ‘h-o n-g’ illustrated.

Consider the mixed symmetric NE on the support of actions 1 and 2 (for both
‘players’). This yields a payoff of 2 with NE (( 1

2 , 12 ,0),( 1
2 , 12 ,0)). The ‘player’ (that

is ‘player’ 1) can then deviate to action 3 to obtain a payoff identical to any of
his possible strategies on the support of action 1 and 2 – with the strategy of
‘player’ 2 fixed. This identity or indifference happens with probability zero and
thus can be excluded when considering generic games: it is non-generic. This
we call higher-order non-genericness since it does not arise from indifference be-
tween singleton actions but only in combination with a consideration of mixed,
i.e. non-pure, NE. It is indifference between the strategy that constitutes this
mixed NE and a pure strategy with a support disjoint from the support of the
mixed strategy against the opponents’ equilibrium strategy. Even to make all
the game’s payoffs unique does not always prevent this kind of non-genericness.

In these kind of games (i.e. evolutionary) the above non-generic equivalence does
not yield additional NE as they necessarily need to be symmetric in their two
strategies. The (non-symmetric) NE ((0,0,1),( 1

2 , 12 ,0)) is not allowed and thus
cannot define an interval with the previous NE with an infinite number of NE on
it. In this way and in these games ‘h-o n-g’ is thus of no consequence for the odd-
ness of NE but it can be in other ways. In evolutionary games this ‘higher-order
indifference’ is relevant for another solution concept, the evolutionary stable
strategy or ESS, when not pure or interior. The above equivalence constitutes
an evaluation of the first part of the ESS’s second requirement and the need to
evaluate its second part. This is not relevant here as we only consider NE.10

8Restricting ‘player’ 2’s strategy to be identical to ‘player’ 1’s. We ignore asymmetric
evolutionary games. Chapter 8 of [7] covers this topic.

9‘Player’ 2’s strategy then is ‘player’ 1’s previous strategy and ‘player’ 1 may deviate.
10[9] gives a full treatment on finding all ESSs in any 3×3 evolutionary game.
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General formulas
As promised there are general formulas for 3×3 evolutionary games that, if true,
denote the absence of higher order indifference or non-genericness, together with
NE that are not pure or interior. These games are generic in the higher order if
and only if with each pair NE, α 6= 0, β 6= 0 or γ 6= 0, with α, β and γ as defined
in [7] (pp. 103-104).11 Because the higher order indifference is not relevant for
our purposes in these type of games we do not give the formulas here in full.
Note that for a symmetric mixed NE exactly 3 different supports are possible in
a 3×3 game, with the exclusion of the interior NE (on the full support).12 Each
of these leaves one action out. The payoff of this action against the equilibrium
strategy can be compared with the equilibrium payoff. The α, β and γ, and
in particular their sign, constitute such a comparison for each of these three
different mixed NE. In the case that some of these three possible supports do
not constitute a mixed NE in the first place, i.e. it is dominated by the external
action, the non-equivalence need not be checked and in that case α, β and/or
γ > 0. For this reason [7] (equivalently) recommends to check α, β, γ < 0 to
establish a strict NE, implying no higher-order non-genericness. Together with
a stability condition within the 2×2 symmetric support this also establishes an
ESS. The higher order non-generic case is excluded from the analysis in [7].13

To generalize the detection of ‘higher-order non-genericness’ we consider again
standard non-evolutionary games. We already saw in example 3.2 that ‘higher
order indifference’ does occur and causes non-oddness of NE in such standard
games. So we illustrated the mechanics of ‘higher order non-genericness’ and
that it causes problems, leaving the task to generalize the formulas onto stan-
dard (3×3) games, indicating its presence a priori.

a b c
d e f
g h k


Example 5. An evolutionary game in the general case.

We repeat that in an evolutionary game the formulas apply as they are. Note
that in such games constants can be added/subtracted in the columns for sim-
plification. It is actually the norm to subtract the diagonal element from each
column, creating an equivalent game with zeroes on the diagonal, and the pre-

11The book is freely available online (and the reference list includes a url).
12These three pair NE with different support cannot co-exist : at most two of them can.

Appendix II of [9] proves this. It does so in four different ways. All apply to generic games
and the fourth additionally to non-generic games. The third uses the result discussed in this
paper. With hypothetically 3 co-existing pair ESSs in a 3×3 evolutionary games, comes an
interior NE, as there would be no strict dominance, yielding the non-generic total of 4 NE. In
a generic evolutionary game all NE are strict NE. Thus the NE are ESSs and vice versa.

13Again, [9] gives a comprehensive treatment of finding ESSs in 3×3 evolutionary games.
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vious formulas are applied after this operation. If the game is not evolutionary
and no longer requires a symmetric NE, i.e. two identical equilibrium strategies,
the number of potential supports for NE of course grows. Precisely the number
of different possible supports for partially mixed NE (i.e. no pure or interior NE)
increases from 3 to 9. Note that situations where one player has a support with
a cardinality of one more or less are excluded by the assumption of genericness
in these 3×3 games. The new formulas for the additional cases are in a similar
spirit and can be easily created in extension if needed for checking. The idea
each time is that a player deviating from a pair of equilibrated partially mixed
strategies to an action outside of the support of its current strategy does not
give an identical reward. These relations can as well be evaluated in a bimatrix
game. We present an example below. The number of formulas or relations to be
checked multiplies with the number of players as for each player a non-identity
needs to be checked per NE. The restriction of symmetry in the evolutionary
(and symmetric) game does not itself, by eliminating NE as possible, cause non-
oddness. It simply subsets NE symmetrically, reducing NE by an even number.

0, 0 1, 1 0, 0
1, 1 0, 0 0, 1
2, 0 −1, 0 2, 2


Example 6. A bimatrix game.

In this example we see weak crossing actions of action 1 and 2 for player 1,
its action 2 weakly dominated by an even mixture on action 1 and 3, and for
player 2 weak domination of action 1 by action 3. The game has 4 NE. One
NE also shows ‘h-o n-g’, a weak non-strict NE, and from both players’ perspec-
tives: (( 1

2 ,
1
2 , 0), ( 1

2 ,
1
2 , 0)). The other NE are two pure NE, ((1, 0, 0), (0, 1, 0)) and

((0, 0, 1), (0, 0, 1)), and a mixed NE in between these two: (( 2
3 , 0,

1
3 ), (0, 12 ,

1
2 )).

Discussion
A repetition and wrap up is that we have assumed – and necessarily so, to
constitute, and to even talk about genericness – that payoffs are considered to
be draws from a particular set of distributions. The few draws of payoffs that
establish non-generic games have a probability zero of occurring, i.e. have a
measure of zero, on these continuous distributions (just as for example N within
R). This justifies that non-generic games happen with probability zero (that
is, almost never) and generic games, the complement, thus with probability one
(that is, almost always). Such generic games then have an uneven number of
NE, based on the result discussed in this paper.

It must be noted however that this excludes some games that are of real-world
relevance. A real-life instance, in biology, not an abstracted game, where a
non-generic situation is relevant, is in the process of genetic or neutral drift.
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This process of neutral evolution is relevant in evolutionary biology.14 In the
absence of (directional) natural selection, and thus in the presence of neutral
evolution, mutations can compound, amplifying the variance from which natu-
ral selection can then later select. Next to such generative power, neutral drift
can also reduce diversity. In the absence of natural selection variants can drift
into extinction in a similar way by which the gambler’s ruin operates.15 Thus
assuming neutral evolution away (with genericness) would take these effects
away and create a gap between a model’s explanatory power and that which is
to be explained. We thus advise that imposition of genericness is done with care.

Conclusion
With the application of the result discussed in this paper, oddness of the total
number of NE can be stated after genericness is ensured for which the following
decision tree can be used:

Full game

Strict domination?

No

Yes

Identical actions?

Reduce game

Weak domination?
No Crossing actions,

weak & not strict?

No

Higher order
non-genericness?

A mixed NE,
weak & not strict?

No

Non-generic case.
An even or infinite number of NE –

or odd when and only when ‘an even number’ is
caused an even number of times.

No

Generic caseAn odd total of NE

Yes Yes Yes

Yes

Figure 2. Flowchart – In summary.

14Textbook [10] includes an entire chapter on the matter.
15In reference to: https://en.wikipedia.org/wiki/Gambler%27s ruin. A didactic metaphor

is that a drunken driver sooner or later hits the curb, in particular if it drives forever.
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The flowchart summarizes what we’ve explained and the mental procedure we
advise. Note that the questions after the first “No” concern the reduced game.
Therefore, although ‘Identical Actions’ and ‘Weak Domination’ are present in
the reduced game, in the full game this could be different. Specifically, identical
actions can be weak domination or weak crossing actions in a larger game and
weak domination can as well be weak crossing actions. The last four questions
are interchangeable in their order as in any case the answer “No” is required
four times with a generic game. The flowchart’s ordering strikes as easy for the
mind, moving from easy to more complicated checks. In this way an easy “Yes”
can also be detected quickly, yielding the conclusion of a non-generic game.
Note that with any “Yes” to the last four questions the outcome of “Generic
case” becomes unreachable in the flowchart. By that logic a non-generic game
is then the only possible conclusion and you can abort the analysis. Reducing
the game is of no effect to the last question of higher order non-genericness as
a mixed NE’s support, or external actions with an equivalent payoff, cannot be
on the actions eliminated by reduction through strict dominance.

The flowchart’s first three questions after having reduced the game, those that
are boxed by a dotted line, can be bundled into one question: are there columns
for player 1 or rows for player 2 with identical elements for that player within
the reduced game? Or equivalently, are there pure weak non-strict NE? More
generally, “are there weak, non-strict NE?” then additionally includes the sub-
sequent question of whether there is ‘higher-order non-genericness’ which specif-
ically evaluates the presence of mixed weak non-strict NE.

Appendix - In Extension
For balance we include a non-pathological example, the only example of a non-
degenerate game in this paper. We briefly relate to a part of the literature on
games generically having an odd number of equilibria. We include two ideas for
graphical proofs in standard games with two players with small action spaces
and then at the end we define degeneracy and redefine genericness.

A non-pathological example
Games with an odd number of Nash equilibria make up 100% of (small) games
as we now know. The simplest evolutionary game as a generic example:1 0 0

0 1 0
0 0 1


Example 7. An example of a generic evolutionary game.

Each unique support hosts at most 1 NE, 0 or 1, thus excluding the case of
an infinite number of NE with the assumption, or observation, of genericness.16

16Note that this no longer holds for larger games. At least in a 6×6 standard game such a
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There are as such 7 opportunities for a symmetric NE: 3 on a singleton support,
3 on a support of a pair of actions and 1 on the full support. Each yields a NE
in this case, while only the pure NE are stable, i.e. resistant to trembles or small
shocks. The game has seven symmetric NE, so with identical strategies for both
players, which are: (1,0,0), (0,1,0), (0,0,1), ( 1

2 , 12 ,0), ( 1
2 ,0, 12 ), (0, 12 , 12 ) and ( 1

3 , 13 , 13 ).

Relation to the literature
Wilson proved oddness of equilibria in n-player games with finite action spaces
in the early 70’s [4], extending the work of Lemke and Howson, who proved this
for 2-player games in 1964 [3]. Wilson used termination points in games with
n − 1 players to initialize anew the Lemke-Howson algorithm in games with n
players. His proof is by induction in the number of players in the game. Simul-
taneously, in the same journal and edition, Rosenmüller published as well an
extension of the Lemke-Howson algorithm from 2- to n-player games, also by
induction [5]. In 1973, Harsanyi provided an additional proof for n-player games
using topological properties of logarithmic games [6]. Harsanyi also character-
izes generic games for which the oddness result holds as regular and quasi-strong.
He demonstrates that both hold ‘almost always’.

Shapley (1974) added a graphical method to the Lemke and Howson algorithm
[12]. We will give an intuition for the Lemke Howson algorithm in two player
games below and on how this constitutes generic oddness of equilibria, focus-
ing mostly on this graphical approach and results it illustrated. Beforehand we
consider best response graphs and how these indicate the result. Our illustra-
tion does not cover the situation with more than 2 players, or with large action
spaces, cases for which the L-H algorithm can also take a long time [11].

Generic oddness through best-response graphs
We consider the following three 2-player standard games. The payoff matrices
for both players are equal, so only one is depicted. In the corresponding best-
response graphs player 1 chooses “Top” or “Bottom” and his best response line
is dotted whereas player 2 chooses “Left” or “Right” and her best response line
is solid. The best response line shows the optimal or rational choice, i.e. the
best response, of one player for each possible strategy of the opponent. Conse-
quently, crossings of the two lines correspond to a pair of strategies where both
players choose a best response and that therefore is a Nash equilibrium.

The best response graphs can be constructed as follows. First look at pure best
responses and draw the corner points. If they are on the same side they are con-
nected by a straight line, if on opposite sides then somewhere in between there
is an indifference connecting the two sides. This is in response to the opponent’s
strategy in the mixed Nash equilibrium, which makes you indifferent between
the two choices ([8] and cited as lemma 1 in [11]). Resultingly, player 1’s (re-
spectively 2’s) line of indifference can move horizontally (respectively vertically).

conjecture, of no more than 2d − 1 NE in a d× d game, has been disproven [11].
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(
1 0
0 1

)

Example 8.1 0 1
2

1
2

1

1

R

T

(
0 1
0 0

)

Example 8.2 0 1

1

R

T

(
0 1
1 0

)

Example 8.3 0 1
2

1
2

1

1

R

T

Example 8.1, 8.2 and 8.3 with their best response graphs

In a game with identical actions the best response ‘line’ can instead be a square,
filling the whole space. Otherwise there is either a single strategy by a player’s
opponents for which that player is indifferent between two of its actions, on ei-
ther side of which one prefers another action, or there isn’t, as is the case in for
example the prisoner’s dilemma, which exhibits strict domination. As a result it
can be deduced that the two lines cross one another almost always either once,
or three times, implying one or three NE. Only if the points of indifference are
completely on the edge of the strategy space, when weak domination is the case
as in the best response graph of example 8.2, do the lines cross twice. This,
weak domination, only happens for one particular pair of payoffs in the NE of
weakly dominated actions of many possible payoffs and is thus of measure zero.

As a scaffold one can consider, more generally although slightly different, a ran-
dom walk, normalized by subtracting the line from its start to its moving front,
terminated at an arbitrary point where its direction of movement – binarized as
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either up or down – is identical in the end and start. This normalized random
walk will then have an odd number of zeroes, except for instances of measure
zero where it had touched the line instead of crossed it (strictly) in between
the start and end. The same logic applies when one replaces the straight nor-
malizing line with another random walk. This scaffold is more general than the
best response graph as the best response graph can only be in quite, and more,
limited ways. The scaffold is slightly different as it excludes the case of weak
domination depicted in example 8.2. There the best response departs the 45◦

normalized line moving downward but finally terminates at it moving upwards.

The Lemke-Howson algorithm: analytical and graphical
A pair of strategies is a NE if and only if in it, all of a game’s actions are a
best response or receive a weight of zero [8]. With these requirements the game
can be translated into a linear complementarity problem (LCP). The Lemke-
Howson (L-H) algorithm [3] consists in solving this wherewith one alternates
between two linear programming problems to perform one pivot. Such a pivot
is similar as in the simplex method, except that the criteria for a pivot is not
to improve an objective function but to follow the complementary pivot rule.
This rule dictates the removal of duplicate labels after an initial step, ensuring
that one traverses an almost-complementary-path (with exactly one duplicate
label) after that initial step until a Nash equilibrium is reached. For each ac-
tion there is a label. An action’s label is obtained when the action either has
weight zero or is a best response. As such, by the above if and only if statement,
a Nash equilibrium is obtained if and only if exactly one of each label is obtained.

The process will be illustrated in the graphical procedure, developed by Shapley
[12]. There the labels are more explicit than in the analytical procedure. The
analytical procedure is the same, albeit non-graphically and with more compu-
tation. The graphical procedure is only preceded by the calculation of the lines
of indifference, lines on which one is indifferent between two or more pure best
responses, and the determination of the best response on either side of such
lines. Such lines divide each simplex. The intersections, between such lines
or with the boundaries of the simplex, are calculated and are potential candi-
dates for Nash equilibria. The calculation of such intersections is actually the
method by which the lines are determined: what combination of actions makes
another player indifferent between a combination of actions? The best response
on either side is determined by considering the best response to the pure actions.

For illustrative purposes we consider first the simple matrix of non-pathological
example 7, however now not as an evolutionary game but as a normal symmetric
game, with B equal to A, as was the case in the previous section. The usual
depiction of the graphical L-H algorithm with 3×3 games is shown on the next
page as example 9. The first triangle shows the strategy space of player 1 with
actions 1, 2 and 3 on the corners in a counter-clockwise orientation starting at
the bottom-left. Player 2’s best responses in reaction to different sets of strate-
gies by player 1 are mapped and depicted in the same triangle. For example
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if player 1 plays its first action, player 2 will want to do so as well, etc. (her
actions are numbered 4, 5 and 6). The second triangle similarly shows player
2’s strategy space together with player 1’s best responses to it. If we consider
both triangles and spot a best response and action pair in one triangle that is
an action and best response pair in the other triangle we establish two recip-
rocal best responses and thereby a NE. All potential NE can be evaluated in
this way. In this game all potential NE are NE. One player’s part in a poten-
tial NE is depicted graphically on either triangle as a black dot. These are the
above-mentioned intersections and pure actions. We find it convenient to start
the procedure with this particular depiction of the triangles, “step 0.1”. After
calculating lines of indifference and the best responses the depiction shows all
pure actions and intersections with the corresponding strategies. Together this
depicts all the potential NE, which includes the actual NE. This is followed by
the plot “step 0.2” where the strategies are again omitted, the artificial initial
point is added, with paths towards the vertexes, and the labels belonging to
actions receiving zero weight are added next to the edge opposite to the cor-
responding action. The graphical L-H algorithm is now set up and ready to start.
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Example 9. Lemke-Howson algorithm applied to example 7 – step 0.1
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Example 9. Lemke-Howson algorithm applied to example 7 – step 0.2
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From the artificial initial point outside of the strategy space there are now six
paths to start the procedure with. Traversing one edge on each simplex we call
a step and traversing only one edge a half-step. The path whose first half-step
leads to action i we call the i-path or path i. In the beginning all labels external
to the two triangles are adjacent to the two starting locations. The graphical
procedure works in a way that all adjacent labels are enumerated. When we
take path 1, whose first half-step leads to action 1, we lose connectivity with
label 1 and gain connectivity with label 4. We then have two 4’s in the updated
enumeration. The algorithm jumps back and forth between the two triangles
and traverses edges in such a way that the relevant number is no longer doubly
enumerated. Thus we move to action 4 in the second triangle, away from label
4, and swap label 4 with label 1. This is repeated until all numbers are included
again only once, after which the L-H algorithm terminates. In this case that is
after 1 step. With this procedure at least one NE can be found [3]. If we iterate
through all 6 possible paths we find 3 NE by the procedure, all 3 pure NE.
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Example 9. Basic Lemke-Howson algorithm – all six paths, all steps

Table 1 gives the enumeration of the labels for paths 1, 2 and 3. These paths
are depicted in the above figure respectively by the arrows with 1, 2 and 3
arrowheads. Paths 4, 5 and 6 are in this case similar as paths 1, 2 and 3
respectively but start instead with player 2 in the second triangle.

Step p1 p2
0. 123 456
1. 234 156

Step p1 p2
0. 123 456
1. 126 345

Step p1 p2
0. 123 456
1. 135 246

Table 1. 1-, 2- and 3-path of the basic graphical Lemke-Howson algorithm

As mentioned before, a L-H path follows the complementary pivoting rule and
can, once initialized and in a generic game, proceed in one possible way only.
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Before we expand on how an odd number of NE in generic games follows from
this, we present an extension to the L-H algorithm to find all NE.

We observed that the paths can be terminated ‘early’ such that some NE are not
found by the algorithm. With all paths combined only the pure NE were found
in example 9. In this case the (trembling hand) stable equilibria were found and
the unstable equilibria were not. We observed that every path (of the 6 possible
paths) leads to a NE, and that trying multiple initializations, i.e. paths, can lead
to more than one NE. If the game has more than 1 NE, not all NE necessarily
are found and then they are typically not. The extension we propose is to ini-
tialize a new path from the end of an old path after the base L-H algorithm has
terminated. And to do so repeatedly, from one old path or multiple, possibly all.

Let us consider first the simple case where each path terminates in a unique
vertex, as in example 9. Then there are for each terminating vertex d− 1 pos-
sible edges to reinitialize the L-H algorithm, where d is the number of actions
of the player whose strategy space the vertex is in. This is because in the L-H
graphs every vertex has d edges. If we refer to N as the number of NE found,
we then have (d1 − 1)N + (d2 − 1)N possible initial steps for the extended L-H
algorithm, with di the number of actions of player i. Here N = max(d1, d2)
given that we consider the simple case of all paths ending in a unique vertex.

So in example 9 there are 12 possible initial steps to extend the base algorithm
with, as for each triangle and NE there are 2 free edges and one that was part
of an old path. For each of the 12 terminating vertexes we depict one of two
possible initial steps, thereby processing as before 6 possible paths simultane-
ously. The desire to process and depict these paths simultaneously constraints
the choices of initial steps on one triangle to conform to those of the other trian-
gle such that paths 1-3 and paths 4-6 respectively differ again only in the order
of their step’s half-steps. Also, to prevent collision of paths, only simultaneous
reinitialization in clockwise or counter-clockwise orientation is possible.17

Again for all 6 paths we find a NE after one step, terminating the extended
L-H algorithm and showing that additional NE can be found in this way. The
following figure depicts these paths with arrowheads as before, with old paths
as dashed lines. The subsequent figure depicts two of six possible third runs,
extensions of paths 1 and 4. Next the state of final termination is depicted.
As illustrated, rules with this extension are: new paths are not to connect with
other paths, the procedure is repeated (“run”) until no longer possible, new
paths destroy preceding paths and if a previous path is destroyed, the path that
was before it is revived.18 In reviving an old path, its end was the beginning
of the destroyed path, and the beginning of the new path was the end of the
destroyed path. As such all found NE remain beginnings or ends of paths.

17A path reinitializes on the side or triangle it did not terminate on.
18Thus in any implementation a memory is required of the path that preceded each path.
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Example 9. Extended Lemke-Howson algorithm – six paths, all steps
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Example 9. Extended Lemke-Howson algorithm – one (or two) path(s)
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Example 9. Extended Lemke-Howson algorithm – termination after 3 runs
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A corresponding enumeration of the labels throughout the extended procedure
for the 1-, 2- and 3- path is presented in table 2:

Step p1 p2
1. 234 156
2. 246 135
3. 456 123

Step p1 p2
1. 126 345
2. 156 234

Step p1 p2
1. 135 246
2. 345 126

Table 2. 1-, 2- and 3-path of the extended graphical Lemke-Howson algorithm

We considered the simple case where each path terminates in a unique vertex.
Even when multiple NE are to be found, this need not be the case. It can even
be that all paths terminate in the same vertex. In this way all edges adjacent to
that vertex are then already used in paths. Consequently the above extension
would not be able to initialize and if one would nevertheless restart a path from
the vertex one would end up again in the artificial and initial point. Shapley
[12] demonstrates such a game. He also shows, in his figure 2, that all paths can
end up in multiple but non-unique vertexes. In such a situation the extension
can initialize and it is advised to explore it, particularly if the number of NE
found thus far are even (as by this paper and stated in Shapley [12]).

Example 10, reproduced from Shapley [12] (figure 3), depicts a game where
all paths terminate in the same vertex. ((0,0,1),(0,0,1)) is that vertex, while
(( 1

3 , 23 ,0),( 1
3 , 23 ,0)) and (( 1

6 , 13 , 12 ),( 1
6 , 13 , 12 )) are the other NE in the game. Shapley’s

triangles enumerate actions also counter-clockwise but starts at the top instead
of bottom-left. We change this to have consistency with the other triangles in
the examples in this paper.
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Example 10. Lemke-Howson algorithm applied to this bimatrix – step 0.1

18



In the following two figures we now show the L-H algorithm’s 6 paths with this
example, thereby skipping step 0.2. In these paths of example 10 the edge from
the origin on the right to action 6 in the first figure and the edge from the origin
to the left to action 3 in the second figure contains a 1-path as well as a 3-path.
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Example 10. Basic Lemke-Howson algorithm – 1-, 2- and 3-path, all steps
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Example 10. Basic Lemke-Howson algorithm – 4-, 5- and 6-path, all steps

It is thus observed that all paths can lead to the same vertex, thereby leaving
part of the intersections unexplored and in a way that the extension we pro-
posed cannot initialize, i.e. with no edge adjacent to any found NE, not yet part
of a path. An extension to our extension is thus needed. The extension is to
pick repeatedly, by educated or uneducated guess, a pair of vertexes, one from
each triangle, that both have not yet been part of a path. In this case there
are 2 times 3 such vertexes, yielding 9 possible vertex pairs, as determined by
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overlaying the 3 paths as depicted in each of the two figures. This is repeated
until one obtains a completely labeled or almost completely labeled pair, i.e.
a pair of vertexes such that all labels are enumerated or one label is missing
and one is enumerated twice. In this example only 1 out of 9 possible pairs
of vertexes does not qualify this description, leaving 8 out of 9 pairs of ver-
texes as eligible starting points for reinitialization. After reinitialization, one
traverses edges in two directions from the pair of vertexes if the pair is not a
NE, and just one edge otherwise. This is respectively in the case of an almost
completely labeled pair and a completely labeled pair and creates one new path.

This creation of a new path might make possible again the extended L-H algo-
rithm as presented before. When not, this extension to the extension is repeated
until all intersections are explored. The reason this doubly extended procedure
always terminates, and that it finds all of a generic game’s NE in the process,
is that it basically amounts to a global search – albeit a smart one where only
the intersections and corner points on graphs as these are inspected. With a 2
player game with more than 3 actions per player, or with a game with more than
two players, the graphical representation quickly becomes more challenging if
not impossible. Thus in such cases it becomes more challenging and seems to be
of no trivial difficulty to keep an administration of explored paths and vertexes,
necessary if and only if the extension to the extension is needed.19

Next to the method of this extension we now discuss its state of termination
and how generic oddness of equilibria can be derived from this. Note that the
paths in the final graph are constructions, and are different based on the differ-
ent choices made in initializations. As stated, the 3 paths resulting from run 2
in example 9 could have been in 2 possible ways. The path resulting from run
3 can be one of three different depictions and six different paths.20 These paths
are thus not intrinsic properties. Instead of using multiple paths, the extension
can also be executed similarly through only one path where, without branching,
all final paths are parts of its continuations.

Each path has two NE, one on each of its terminating vertexes, since each path
traverses, in either direction, almost completely labelled nodes until this is no
longer the case and a NE is reached. As the ‘NE’ in the artificial, initial point
is fake, the result is an odd total of NE, namely: #paths ∗ 2− 1. (Q.E.D.)

The literature mentions the creations of the L-H algorithm in generic games to
consist of paths and loops (e.g. as stated in [13]). The paths have a NE on either
side, and the loops are without NE. When one traverses either one of the two,
one traverses an almost completely labeled path. We have not yet encountered a
game with such a loop, however it follows logically, and our extension illustrates

19In the once extended L-H algorithm basic knowledge of paths and previous paths and the
ability to initialize and iterate forwards is sufficient.

20One run is a (re)initialization of the algorithm, following one or multiple paths to their
conclusion.
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as well, that one never reaches a loop following the L-H algorithm, with the
base version or with our extension(s). With this algorithm one always traverses
a path and if this is to conjoin with a ‘loop’ it would no longer be a loop: the
connecting edge would result in a connecting vertex with 3 possible directions
contradicting that it is on an almost completely labeled trajectory. It is only
possible to traverse a loop when one starts at a random pair of vertexes, as in
the extension to our extension. By the above, this constitutes a path, necessar-
ily disconnected to other paths and for this reason the pairs of vertexes in this
loop, and all edges toward it, are to be left out of future consideration in the
extension to the extension. By the same logic, a path created in the extension
to the extension can never connect with any previous path from the basic or
once extended L-H algorithm and any edges and vertexes in these paths and
edges toward them are excluded from consideration.

We now depict the same extended procedure applied to example 8.1, a two player
game with two actions, basically identical to example 9 but with one action less
per player. This is followed by a treatment of degenerate example 8.2. In
contrast, multiple possibilities for a path’s destination accompany a degenerate
game. This is further illustrated by non-generic examples 3.1 and 3.2 thereafter.
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Example 8.1
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Example 8.2

Example 8.1 and 8.2 repeated
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Example 11. Lemke-Howson algorithm applied to example 8.1 – step 0.1
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Example 11. Lemke-Howson algorithm applied to example 8.1 – step 0.2

21



1

0

2
3 4

2 1

3

0

4
1 2

4 3

Example 11. Basic Lemke-Howson algorithm – all four paths, all steps
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Example 11. Basic Lemke-Howson algorithm – all four paths, all steps
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Example 11. Basic Lemke-Howson algorithm – a termination after 2 runs

Step p1 p2
0. 12 34
1. 23 14

Step p1 p2
0. 12 34
1. 14 23

Table 3. 1- and 2-path of the basic graphical L-H algorithm

Step p1 p2
1. 23 14
2. 34 12

Step p1 p2
1. 14 23
2. 34 12

Table 4. 1- and 2-path of the extended graphical Lemke-Howson algorithm
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Example 12. L-H algorithm applied to example 8.2 – step 0.1

0

1 2
4

3

12

0

3 4
2

1

34

Example 12. Lemke-Howson algorithm applied to example 8.2 – step 0.2
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Example 12. Lemke-Howson algorithm (degenerate) – all four paths, all steps
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Example 12. Lemke-Howson algorithm (degenerate) – termination

Step p1 p2
0. 12 34
1. 23 14

Step p1 p2
0. 12 34
1. 13/4 31/2

Table 5. 1- and 2-path of the basic graphical Lemke-Howson algorithm
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In the 2-path with degenerate example 8.2 the labels after step 1 became too
many, signalling degeneracy. Our notational convention is to then note down
first the unchanged labels, followed by the new labels connected with a “/” and
where both parts are ordered from lower to higher labels. If a particular choice
of new labels connected with “/”’s yields one of each label, the path terminates,
and a degenerate Nash equilibrium has been found. This example does not per-
mit the extension to the L-H algorithm, for any new path would connect with
another path.

We continue with an illustration of a 2×3 game: example 3.1 with weak crossing
actions (from page 3).

(
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)

Example 3.1 repeated. Crossing Actions – CA – Weak case.
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Example 13. Lemke-Howson algorithm applied to example 3.1 – step 0.1
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Example 13. Lemke-Howson algorithm applied to example 3.1 – step 0.2
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Example 13. Lemke-Howson algorithm – four paths, all steps

Step p1 p2
0. 12 345
1. 23 145

Step p1 p2
0. 12 345
1. 15 234

Table 6. 1- and 2-path of the basic graphical Lemke-Howson algorithm

Path 1, 2, 3 and 5 lead together to two NE, and immediately, while the 4-path
leads to a degenerate point which does not inform the subsequent pivot, leaving
a free choice out of two possibilities. We extend from the two NE onwards. To
match trajectories left and right (i.e. to simultaneously represent paths 1, 2, 3
and 5) we depict two arrowheads where the convention is otherwise three.
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Example 13. Extended Lemke-Howson algorithm – four paths, all steps
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Step p1 p2
1. 23 145
2. 34 152/3

Step p1 p2
1. 15 234
2. 45 231/5

Table 7. 1- and 2-path of the extended graphical Lemke-Howson algorithm

As such we actually find the two extreme equilibria, using the freedom given
before to dismiss labels from sets of new labels when there are too many. It can
also be observed that all labels are still collected in between player 1’s weights
1/3 and 2/3, with player 1 collecting only label 4, as player 2 obtains all other 4
labels with its second action. This signifies the interval with an infinite number
of equilibria between the two extreme equilibria. That the two paths conjoin
in the right triangle is unusual and due to the degeneracy in the game. Had
we extended the algorithm and started in the right triangle, choosing the other
possible initial steps, we would’ve reached the same two extreme equilibria. Had
we allowed freedom of movement in the left triangle for the second half-step in
the 4-path, perhaps even allowing both options21 we would find the two NE
that were detected first. Had we allowed movement twice on the left (we don’t
know why) the two extreme equilibria would again be found. Table 7 matches
with its enumeration of labels the paths in the figure above it. We did not show
the graphical state of termination as it is not informative here. In closing we
consider example 3.2 with strict crossing actions and ‘h-o n-g’.
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3, 3 2, 2 0, 0
0, 0 1, 1 3, 3

)

Example 3.2 repeated. Crossing Actions – CA – Strict case. Also with ‘h-o n-g’.
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Example 14. Lemke-Howson algorithm applied to example 3.2 – step 0.1

21Such freedom (of movement) can be considered a corollary to the freedom to drop a new
label that is one (or more) too many.

26



1

0

2 1

2
3 4 5

3 4

5

0

2

1

4 3

5

Example 14. Lemke-Howson algorithm applied to example 3.2 – step 0.2
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Example 14. Basic Lemke-Howson algorithm – all paths, all steps
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Example 14. Extended Lemke-Howson algorithm – four paths, all steps
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Step p1 p2
0. 12 345
1. 23 145

Step p1 p2
0. 12 345
1. 15 234

Step p2 p1
0. 345 12
1. 135 23
1. 145

Table 8. 1-,2- and 4-path of the basic graphical Lemke-Howson algorithm

Step p2 p1
1. 145 23
2. 124 34/5

Step p2 p1
1. 234 15
2. 123 53/4

Table 9. 4- and 5-path of the extended graphical Lemke-Howson algorithm

In the basic algorithm, the arrowheads in the right figure with two and three
arrowheads, usually with the 4- and 5- path respectively, are swapped against
convention, again to match with a path starting in the left triangle: the 2-path.
In the extension the 3-path equals the 5-path and the 1- and 2- path fail. As
before, the plots with terminations are not informative due to the degeneracy
and therefore omitted. The whole edge in between the two last found NE is an
interval of NE: the left triangle gives labels 3, 4 and 5 and the right 1 and 2.

Shapley [12] described the first extension of the L-H algorithm in the above
exposition. We use the extensions to the algorithm predominantly as an instru-
ment to support an argument for the generic oddness of equilibria. We would
like to stress that the illustration of the extensions to the algorithm was, after
the first two examples, with all kinds of worst case examples, and even then,
with some amendments, it can deliver. In any case, if the number of actions or
players increases, the computational time of the base L-H algorithm can grow
significantly [11].22 As is explained in the next section, the probability that a
game is degenerate then grows as well.

Degenerate
In the main text we used the word degenerate once, in the theorem, (and more
often in the appendix thereafter) without giving a definition. We say a degener-
ate game is one with not an odd number of equilibria, i.e. the non-generic case in
the concluding flowchart and for the reasons given therein. While degeneracy is
as such a property of the game, genericness is a statement about the probability
of occurrence of a set of games and as such as well a function of the probability
distributions assumed to be behind the generation of the games. This appears
to us to be the most sensical distinction. It makes degeneracy more stable in

22[13] also contains more information on the computation of all the Nash equilibria.
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its meaning than genericness. In the literature the two words are not always
clearly or consistently delineated and sometimes used interchangeably.

We now break with the usage of genericness in our paper (and [7]), and with
the set of particular probability distributions assumed to generate the game’s
payoffs. This set implicitly consisted of continuous probability distributions.
However, when considering economic applications for example, discrete prob-
ability distributions can seem more sensical. After all, all prices in cents are
natural numbers, not non-natural real numbers with possibly many decimals.
Additionally, with an increasing action space and possibly the number of players,
the probability of just one degeneracy occurring, in any of the ways discussed,
increases. As such, as also remarked in the flowchart, causes for an even num-
ber of NE can arise more than once, and then a degenerate game can have
an odd number of equilibria if this happens an even number of times. Also,
when considering an extensive form game, its translation into a matrix form
generically creates degeneracy. For these three reasons, all in [13], it can be
stated that degenerate games are actually quite common and not non-generic,
perhaps themselves even generic as [13] dares to state. Although this changes
the argument, our advise to impose non-degeneracy with care remains and is in
this way strengthened.

Wrap up, in closing
We feel that the two graphical illustrations to support generic oddness are suf-
ficiently convincing, for 2 player games with small action spaces and possibly
more generally. As just discussed the definition for genericness breaks down for
games with more players or with a larger action space. With such a breakdown
we do not expect more generally applicable results or illustrations with the old
definitions to be very useful. For this reason we have not related to the existing
literature in extra detail or included the generalization to n-player games.
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